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Isolated Workspaces.
Instantly. On Kubernetes.

() Like GitHub Codespaces - self-hosted, and yours.
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Architecture

' Core services (gRPC)

Identity Authz

authn, onboarding policy decisions

Session Provisioner
store, record creates workspaces
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one database, a schema per service
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Demo @app.k8shell.dev

1. Admin defines an onboarding rule for a student (GitHub sign-in)
2. Student signs in and provisions a workspace for a course

3. Student opens the workspace from the web terminal, SSH and VS Code and accesses the
course materials.

® @ ® «k8shell Console - Sign in | k8Shell Console 96

@) k8shell

Cloud-Native Workspaces on Kubernetes

An instant Kubernetes workspace — SSH, an interactive terminal, and
app access, with nothing to install locally.
Je& Continue with CTU FIT

C) continue with GitHub
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Running in Production

300+

workspaces provisioned

every semester Machine Learning Systems, Network,
Labs Dev Labs
CPU-bound 1/0-bound
Python ML: training Reverse proxies, network configs,

models, e.g. classifiers packages/binary installations



Two Concerns

Security

as few privileges as possible,

as many as the lab needs

Performance

hundreds of workspaces,

one shared cluster
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Security: Privilege Levels

As little as possible, as much as the lab needs

False positives are accepted:

Worktrace - )
most findings only raise an alert,
eBPF: alerts or stops critical ones stop the workspace
:
' watches
Fo- s ss-==s============-= TS TS SSSSssssssss=s====== 1
1 1 1
1 1 1
v \4 v
( N\ N\ N\ \
Standard sudo Podman, rootless Podman, privileged
no sudo root inside the workspace containers in their own containers with their
no privileges install tools, configure user namespaces own namespaces
risk: host namespaces,
container escape
& J . J o J . J
e.g. e.g. e.g. e.g.
ML labs Systems labs Development labs Networking labs
Python, training models reverse proxy, packages build, run app containers own networks, iptables

>

fewer privileges more privileges, more risk



Security: Worktrace

Lab containers run, escapes stop: the workspace is stopped at once

[\[o]o[<}

Workspace with privileged Podman

stop
host namespaces lab containers <O ( k8shell API server
podman run --privileged own namespaces L stops the workspace
--pid=host busybox sh allowed
A
I threat found,
syscails severity: critical
évents
) N\ Worktrace
Linux kernel Tetragon eBPF probes e
J detects host namespaces

Plus: session recording, for audit, not prevention 5



Security: No Secrets in the Workspace

Credentials stay outside: a Git proxy, short-lived Kubernetes tokens

Workspace

git

no token

kubectl

short-lived token

pull, push

expires soon

k8shell API server

per-student

service account

-
Git proxy + token
holds the token

.

C
Token issuer

TokenRequest

Git server
GitHub, GitLab

Kubernetes API

student's namespace
only, by RBAC

___________________

e

kubectl get, apply, ...
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Performance: CPU Full report —

Overcommitted 4.6x, 12-core limit per ML workspace

CPU limits against cores, per node What capped an ML job when it was busy
@ Allocatable cores ML workspace CPU limits @ Peak ML usage (1-min)
32 Node had spare CPU
kube-wl task used what it needed _ 89.0%
: 144
4.5x overcommit
W 16.7
B 32 Capped by its own CPU limit
kube-w2 12 or 24 cores per workspace 11.0%
. 252
7.9x overcommit
) 18.4
_ 64 Node short of CPU
kube-w3 fewer than 4 cores free | 0.01%
. 192
3.0x overcommit
I 27.8
0] 50 100 150 10]0] 250 cores

588 / 128 42 cores 2,800

cores of CPU limits on the the most ML workspaces CPU-hours of ML jobs over three
allocatable cores used in one minute months
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http://127.0.0.1:36501/performance/ml-workspaces-2026

Performance: Memory

Full report —

Never overcommitted, 12 GiB limit per ML workspace

Memory limits against memory, per node

@ Allocatable memory @ ML workspace memory limits

@ Peak memory in use, all workloads @ Peak ML workspace memory

S 295
kube-wl S 132

limits 45% of alloc. IS 53
e 35

kube-w2 S 216
limits 73% of alloc. IS 80

e 58
kube-w3 S 156 295
limits 53% of alloc. IINNNNNNNNNNES 134

. 42

(¢} 50 100 150 200 250 300 GiB
45% 0

(o)

of its memory the busiest node nodes ever under
used at peak, all workloads memory pressure

GiB

Peak and typical memory of each workspace

@ Peak memory, ML workspace @ Peak memory, runaway workspace

= Typical (median) memory

9 reached the limit

12 Limit 12 GiB

ML workspaces, sorted by peak memozxy

10

out-of-memory Kkills,
in 5 of 38 workspaces
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http://127.0.0.1:36501/performance/ml-workspaces-2026

Join Us

O

Open Source

AGPL v3.0

https://github.com/k8shell-io

Extend it

https://k8shell.io

Connect with us
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https://github.com/k8shell-io
https://k8shell.io/
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Thank You!

https://k8shell.io



